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Abstract—This work investigates a distortion scalable learned
image encoder that, differently from other works, only encodes
those most prominent feature maps that are found to benefit
rate-distortion performance. This way, better suiting the texture
complexity of content being coded and providing a competitive
distortion scalable solution. Experimental results show that the
proposed solution performs comparably to HEVC Intra with
respect to the perceptually-inspired structural similarity (SSIM)
index while being able to be optimized to suit a particular
application.

Index Terms—distortion scalability, learned image compres-
sion, autoencoder

I. INTRODUCTION

The increasing availability of data, advances in electronic
circuits dedicated to parallel processing of large data blocks
and specialized computational libraries have been enabling a
rapid evolution in machine learning. Researchers and practi-
tioners are able to promptly experiment with new ideas and
produce experimental results in order to drive research. Deep
neural networks (DNN) [1] have been powering remarkable
achievements on several challenging problems in natural lan-
guage processing, computer vision, and speech recognition [2].
DNN are comprised of layered units which are able to learn
a particular behavior by adjusting their parameters in order to
minimize a loss function. Due to their ability to finding un-
derlying structures in data [2], DNN soon were considered for
dimensionality reduction with applicability in classification,
visualization, communication and storage of high dimensional
data [3], paving the way for image compression by means of
end-to-end optimization frameworks [4]-[11].

In the last few years, an increasing number of research
works has attempted to leverage advances in deep learning
to bring new approaches and insights to image and video
compression field. In this regard, we may observe mainly two
work directions: a) approaches intended to fit into traditional
hybrid predictive and transform coding framework (the Joint
Video Experts Team has established ad hoc Group to investi-
gate the benefit of deep learning technology in video compres-
sion [12]); and b) end-to-end optimization frameworks. This
work is focused on the latter approach.
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II. END-TO-END LEARNED IMAGE COMPRESSION

Motivated by the need for efficient compression meth-
ods targeting low spatial resolution images (thumbnails),
Toderici et al. [4] investigated several neural network archi-
tectures [13]. Their models are comprised of an encoder F, a
quantization function @), and a decoder D that are optimized
end-to-end. To enable progressive reconstruction at decoder
side, the coding process proceeds iteratively in a given number
of steps. A fundamental issue in learned image compression
is how to model the quantization step, this is so because
the derivative of the quantization function is either zero or
infinite, what in turn make useless learning methods driven by
gradient. To overcome this difficulty, most research works use
differentiable approximations for the quantization function.
Toderici et al. model the quantization as an additive noise
process. In [5] Toderici et al. conducted further investigations
on recurrent networks for image compression targeting full
resolution images. To achieve competitive performance on
images of arbitrary size, they attempted to design an im-
proved residual patch encoder by experimenting with different
recurrent units and deeper models. In addition to that, they
introduced a second recurrent network for estimating the
probability of a given feature map element conditioned by
neighboring elements, this way enabling to capture long-term
dependency within feature maps of the bottleneck layer.

Ballé et al. proposed a framework for end-to-end opti-
mization of nonlinear analysis and synthesis transforms for
image compression [7]. The transforms are learned by neural
network models comprised of cascaded convolutional and
generalized divisive normalization (GDN) layers. The analysis
transform produces a latent representation for a given vector of
pixel intensities. After quantizing the latent representation, an
approximation of the input vector is obtained by applying the
synthesis transform. In order to enable learning, the quantiza-
tion function is replaced by a continuous approximation during
training. Ballé et al. have advanced their baseline frame-
work [8]-[10], [14]. Their most recent work [14] presents
tools for exploiting the spatial structure within the latent
representation to achieve more accurate probability models.
For this purpose, additional pieces of information are encoded
aiming at reducing the uncertainty of the latent representation.

Theis et al. [6] investigated the use of convolutional layers
structured in residual blocks. To get around the quantization



issue, they replaced the derivative of the quantization function
with the derivative of a smooth approximation. Leveraging the
architecture [8], Dumas et al. [11] investigated different strate-
gies for achieving different rate-distortion operational points.
They showed that one may train a single model by fixing the
support region for the additive noise (replacing quantization)
and setting the Lagrangian multiplier to a value enough to
give the model capacity to reach high rates. At inference time,
different rate-distortion operational points would be achieved
merely varying the quantization step size. This contrasts to
previous works that would require several models to be trained
in order to reach different rate-distortion operational points.

Rippel and Bourdev [15] used autoencoder-based pyramidal
models that are able to explicitly copy with image structures
both within a single scale and shared across scales. To this
end, the input image is subjected to several rounds of trans-
forming and down-sampling operations. The resulting sets of
coefficients are subjected to inter-scale alignment for joint
processing. In turn, the resulting tensor is subjected to quanti-
zation and entropy coding. Another novelty introduced in [15]
is the use of adversarial training [16] to optimize the models
using a reconstruction loss combined with a discriminator loss.
In the context of generative adversarial networks [16], the
whole autoencoder (encoder and decoder) plays the role of
the generator network whose objective is to produce images
that the discriminator is unable to distinguish from the target
images. The generator and discriminator networks are put
to compete with each other. The payoff for this adversarial
training is visually pleasing reconstructed images.

III. DISTORTION SCALABLE LEARNED IMAGE
COMPRESSION

The ability of scalable decoding is of paramount importance
in several imaging applications. A single compressed bitstream
providing resolution scalability would allow devices equipped
with different displaying capability to decode nothing more
than a portion of the bitstream required to fill their screens.
Additionally, a scalable bitstream may provide distortion (or
SNR) scalability. In this case, starting from a base layer recon-
struction, increasingly more accurate reconstructions would
be obtained by decoding chunks of the encoded bitstream.
This is well appreciated, for instance, in content delivery over
best-effort networks, in which case a server would store a
single encoded bitstream and would be able to deliver it in a
scalable fashion. In the context of traditional image coding,
the JPEG2000 standard [17], [18] generates highly scalable
bitstream.

In this work, we focus on distortion scalability by leveraging
previous works on learned image compression. Different from
other learning-based solutions, our distortion scalable learned
image encoder only encodes those most prominent feature
maps that benefit rate-distortion performance, allowing scaling
a trained model to the texture and structural complexity of the
content being encoded. To drive feature maps selection for
different rate-distortion trade-offs, we derive an empirical rela-
tionship between the quantization step size and the Lagrangian
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Fig. 1. The strided convolutional layers in the encoder are followed by
GDN layers. Similarly, the transposed convolutional layers in the decoder
are followed by inverse GDN layers. | indicates down-sampling as a result
of strided convolutions, whereas 1 indicates up-sampling resulting from
transposed convolutions. a X b indicates the number of input and output feature
maps, whereas ¢ X c indicates the filter spatial extent.

multiplier used to weight rate and distortion during coding
process. Moreover, to achieve more compression efficiency,
the selected feature maps are entropy encoded using arithmetic
coding combined with context-adaptive models to exploit
spatial structure in them. The compressed bitstream enables
distortion scalable decoding. Each selected and conveyed fea-
ture map may be (arithmetic) decoded and fed to the decoder
part of the autoencoder to produce a reconstruction for the
input image.

A. Model architecture

Fig. 1 depicts schematically the autoencoder architecture for
learning-based image compression. In fact, we leverage the au-
toencoder architecture introduced in [8], [11]. The autoencoder
possess a straightforward architecture comprised of strided
convolutional layers and generalized divisive normalization
(GDN) layers in the encoder, whereas the decoder is comprised
of transposed convolution and inverse GDN layers (for short
IGDN).

The objective is to train jointly in an end-to-end fashion, an
encoder g.(-, @), parametrized by 0, and a decoder g,4(-, ¢),
parametrized by ¢, to minimize a Lagrangian cost function
J, which is a trade-off of rate and distortion. The set of
learned parameters 6 includes all convolutional kernels, biases
and GDN parameters. Likewise, the set of learned parameters
¢ includes all transposed convolutional kernels, biases and
IGDN parameters. During training, to circumvent the issue of
quantizing feature maps y and to allow learning, we follow the
same strategy as [8], [11] and replace scalar quantization (step
size 1) by a continuous approximation, effectively performed
by additive random noise, that is, y =y + Ay, with Ay; ~
u(—1/2,1/2). For the purpose of rate estimation, the proba-
bility density function (‘gdt;)l p(y) is simply regarded as fully
factorized p(y) = [[2%,** " p(y;) with elements in each
feature map sharing a common probability model. During
training, the pdf of each feature map is fitted by a piecewise
linear function [8], [11]. Putting all those pieces together, the
objective function becomes:

H |
16

I

1~m

Ig}g E[d(xv X)+ A Z logs py, (i + Ayv)} (D

=

%



where X = g4(ge(x;0) + Ay; ¢), d is the distortion and E
is expectation (in practice approximated by averaging over a
large image dataset).

1) Training: To achieve different operational rate-distortion
points, a common practice in learning-based image compres-
sion solutions is to train several models targeting different rate-
distortion trade-offs [8], [9]. Dumas et al. [11] have shown
that one could train a single model and still be able to achieve
different rate-distortion trade-off points by simply varying the
quantization step size at inference. Following this finding, we
train a single model with Lagrangian multiplier A = 10000.0
and an additive uniform random noise with unitary support;
Ay; ~ u(—1/2,1/2). The distortion measure between the
input image x and its reconstruction X = g4(g.(x; 0)+Ay; @)
is simply the mean-squared error (MSE). Training is conducted
over a subset of the Imagenet dataset [19]. Precisely, over an
image dataset comprised of random luminance crops (spatial
resolution 256 x 256) taken from 7000 images. The training
images are arranged in batches of 10 and training is carried out
for 2858 epochs using gradient descent with initial learning
rate 10~%. It takes approximately 30 hours to train using a
single GPU.

B. Distortion scalability

An inconvenience of the aforementioned model is that the
number of feature maps at the bottleneck layer is fixed in
a way to give the model enough capacity to learn from a
large number of images (exhibiting different structures and
textures complexities). During inference, the filters responses
in the feature maps y will reflect the structures present in the
input image. Due to this fact, the feature maps will contribute
differently, in a content-dependent way, to the reconstruction
of the input image. To allow scaling a trained model to the
content being encoded, a subset of the feature maps may be
selected according to a rate-distortion criterion. To this end,
the decoder is embedded in the encoder and each feature map
at the bottleneck layer is evaluated whether or not benefits
rate-distortion performance, an index for the selected feature
map is encoded in the bitstream along with the filter responses,
thus giving rise to a distortion scalable bitstream. Notice that
as soon a feature map is available, the decoder part of the
autoencoder is able to obtain a reconstruction for the input
image.

The feature maps at the bottleneck are first sortevt‘gl 1}111 decreas-
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ing order of energy of their elements, that is, » %,

- < ;ﬂil% y?’mms. The idea is to prioritize feature maps
with strong filter responses. After that, the encoder evaluates
the sorted feature maps, one at a time, by checking for reduc-
tion in a Lagrangian cost function of the rate and distortion.
That is, for each feature map, the elements are scalar quantized
with quantization step size A as detailed in Section III-BI.
The rate required to entropy encode the quantized feature
map is estimated using the context-adaptive models described
in Section III-B2. The quantized feature map is then fed to
the decoder to produce a reconstruction for the input image.

2
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Fig. 2. left) decoded feature maps; middle) reconstructions obtained from
feature map on the left; right) reconstructions obtained by accumulating
feature maps.

The distortion between the obtained reconstruction and the
original image is added to the rate term weighted by the
Lagrangian multiplier A,. If the feature map is found to
reduce the Lagrangian cost (initialized with a large value),
it is encoded in the bitstream and kept for next iterations,
then the minimum Lagrangian cost is updated. Otherwise, it
is discarded and the next feature map is evaluated. The idea is
to select and encode only those most prominent feature maps
that are found to benefit rate-distortion performance.

Fig. 2 illustrates the reconstructions obtained after selecting
three feature maps. The decoded feature maps are shown
in the left column. The corresponding reconstructions are
shown in the middle, this is the reconstruction obtained solely
considering the feature maps in the left. Whereas in the right
column are shown the reconstructions obtained by accumulat-
ing the feature maps. It is interesting to notice the information
conveyed by each feature map. For instance, one may say
that the first feature map conveys a ‘sort of dc information’.
As matter of fact, we noticed that, if this feature map were
omitted, the obtained reconstruction would be nothing more
than a gradient-looking image, no matter how much quality
we put in other feature maps. Furthermore, the second and
the third selected feature maps have added noticeable details
to object boundaries (both vertical and horizontal transitions)
in the reconstructed images.

1) Lagrangian multiplier and quantization step size: At in-
ference, when a trained model is actually used for compressing
a given image, the continuous relaxation used during training
is replaced by a scalar uniform quantization. The elements
within each feature maps are first clipped to a minimum and
maximum value and then centered by subtracting a mean
value. The result is then scalar quantized as:

4; = round (%) <A 2)

where round (y;/A) rounds its arguments to the nearest
integer and gives the quantization index ¢q,, For simplicity,
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Fig. 3. Rate-SSIM points resulted by setting different values to As and A.
The values of As and A giving rise to those points at the convex hull are
gathered and used to fitting a function. Each color is a different image.

the same A is used for all feature maps.

To determine the value of the Lagrangian multiplier A, to
weight the distortion and rate terms in the course of selecting
those feature maps to be encoded, we run the distortion
scalable encoder for several values of A; and A and gather
those values leading to the points lying in the convex hull, as
shown in Figure 3. After repeating this procedure for a set
of images', we found a linear function by fitting the gathered
set of points (A, log;y(As)). The resulted function relating the
Lagrangian multiplier and the quantization step size is given
by:

s = 10727 with a = 0.23005 and b = —3.99265 (3)

2) Arithmetic coding: During training, we assumed a sim-
plistic fully factorized pdf for feature maps at the bottleneck
layer. However, as one may notice in Fig. 2 (left column),
the feature maps exhibit non-negligible structure. Nearby
values within each feature maps tend to be coupled together,
notably in the first feature map. To achieve more compression
efficiency, we exploit such structure by using context-adaptive
models combined with arithmetic coding. The quantization
indexes for each feature map are entropy encoded with respect
to a set of conditional probability mass functions (pmf), which
are estimated by means of a prediction by partial matching
(ppm) [20] scheme of order o. That is, by looking o previously
encoded quantization indexes (the so-called context) in order
to estimate the probability for the current quantization index.
If in the course of estimating the probability for a quantization
index, a given context has never occurred in the model of order
0, .. P (Qy;|Qys 15 - Qy;_, )» the model order is lowered until
the given context is found. In the worst case, an unconditional
model with even probability is used.

An advantage of this scheme is that entropy coding gets
better as the models are updated and becomes suited to
the image being encoded. In order to boost entropy coding
efficiency, the models of each feature map are initialized

with models learned after compressing a large set of images'.
The estimated conditional probabilities for the quantization
indexes are used by arithmetic coder [21] to actually generate a
compressed bitstream to enable a standalone decoder to decode
it. After experimenting with the order of ppm, we found that
o = 2 would be a good compromise between compression
efficiency and memory consumption.

IV. EXPERIMENTAL RESULTS

Performance assessment is carried out comparatively to
JPEG?, JPEG2000°, HEVC Intra*, and INRIA [11] using
the Kodak dataset’, which is comprised of 24 images of
spatial resolutions 768 x 512 or 512 x 768. The experiments
were conducted only for luma component. The reconstruction
quality is evaluated with respect to PSNR and SSIM [22]. In
order to produce results for JPEG, the quality parameter was
set to {5; 10; 20; 30; 50; 70}. Results for JPEG2000 were
obtained by setting the target quality to {24; 26; 28; 30; 32;
34;36}. In the case of HEVC Intra, the quantization parameter
was set to {25; 30; 34; 37; 40; 45; 47}.

After training the proposed learning-based scalable codec
(named SRBR) using the training steps described in Sec-
tion III-A, the experimental results are obtained by vary-
ing the quantization step size used for quantizing the
feature maps at the bottleneck layer; namely A =
{1.0;2.0;4.0;6.0;8.0; 10.0}. All selected feature maps were
quantized with the same quantization step size (Equation 2).
For a given quantization step size, the Lagrangian multiplier
As used to compute the Lagrangian cost in the course of
selecting those feature maps worth to be encoded is computed
by Equation 3.

Fig. 4 shows the rate-distortion performance for two images
from Kodak dataset, namely kodim06 and kodiml3. As one
may observe, the distortion scalable learned codec consistently
outperforms JPEG and JPEG2000 with respect to perceptually-
inspired measure SSIM. This is also the case regarding the
non-scalable INRIA which encodes feature maps irrespective
of their contributions to rate-distortion performance and relies
on estimated entropy for rate computation. On the other
hand, SRBR encodes feature maps driven a Lagrangian cost
of the rate and distortion, this way adapting to the content
being encoded. This is done by generating a ‘tangible’ com-
pressed bitstream providing distortion scalability, from which
a standalone decoder may produce increasingly less distorted
reconstructions. Regarding the heavily optimized HEVC Intra,
the distortion scalable learned codec presents comparable
performance, notably at the lower bit rates. Although quite
common in the learned image compression literature, it is
debatable if is adequate drawing conclusions from averaged
results. Despite that, in order to summarize the performance
assessment, Fig. 5 shows the rate-distortion results obtained

IBSDS500 training set: eecs.berkeley.edu/Research/Projects/CS/vision/
2libjpeg available at https://jpeg.org/jpeg/software.html

30penJPEG available at https://www.openjpeg.org/

4HM v. 16.9 available at: https://hevc.hhi.fraunhofer.de/
Shttp://rOk.us/graphics/kodak/
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Fig. 4. Rate-SSIM curve for two examples

averaging over all images of the Kodak dataset, both for SSIM
and PSNR as quality measures. Compared to HEVC, SRBR
shows to be much more competitive when the quality score
is assessed using SSIM. Perhaps the localized connectivity
pattern of the convolutional filters may favor structures preser-
vation. Naturally, this is not a demerit for SRBR as SSIM is
known to be better predict the perceived quality. Also, HEVC
is heavily optimized for MSE, besides being the product of
decades of technical amelioration. Regarding execution time
in CPU, the SRBR encoder takes approximately 50 seconds
to compress a single image from Kodak dataset, whereas the
decoder takes 13 seconds.

Table I presents the average bit rate savings (in percentage)
of the proposed SRBR with respect to JPEG, JPEG2000, and
INRIA. SRBR provides considerable bit rate saving regarding
INRIA, showing that the strategy of selecting and coding only
the most prominent feature maps (in a content-dependent way)
enable better bit rate allocation. On average, SRBR provides
40.25%, 12.18% and 8.7% bitrate savings with respect to
JPEG, JPEG2000 and INRIA, respectively.

V. CONCLUSIONS

This work investigates a distortion scalable learned image
compression solution. At inference, driven by a Lagrangian
cost of rate and distortion, a single trained encoder selects its
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Fig. 5. Average performance over Kodak dataset

most prominent generated feature maps for coding. This way,
scaling the trained model to the content being encoded and
providing distortion scalability as each encoded feature map
improves upon the reconstruction based on previously selected
features maps. To better suit the content being encoded, im-
proving compression performance, a context-adaptive entropy
coding scheme is devised to exploit structure within each
feature map.
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