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ABSTRACT

In recent years image compression techniques based on deep
learning have achieved great success and their performances
are gradually reaching the methods crafted by experts, such
as JPEG, WebP, and Better Portable Graphics (BPG). A tech-
nique that is fundamental for modern image and video codecs
is intra prediction, which takes advantage of local redundancy
to predict the pixels from previously encoded neighbors. In
this paper, we use Convolutional Neural Networks (CNN) to
develop a new intra-picture prediction mode. More specifi-
cally, we propose a multi-mode intra prediction approach that
uses two CNN-based prediction modes and all intra modes
previously implemented in the High Efficiency Video Coding
(HEVC) standard. We also propose a bit allocation technique
that increases the bitstream only if the reconstruction error is
significantly reduced. Experimental results evince a signifi-
cant and consistent performance increase compared to other
approaches that use a similar backbone architecture, with a
28% bitrate reduction compared to the baseline codec.

Index Terms— image codec, intra prediction, CNN auto-
encoder, variable rate compression

1. INTRODUCTION

Image coding techniques exploit spatial or spectral redun-
dancies to decrease the number of bits required to represent
the images. These techniques include prediction-based cod-
ing, transform-based coding, subband coding, block trunca-
tion coding, vector quantization, etc. [1]. Although early im-
age coding standards, such as the JPEG standard [2] and later
the JPEG 2000 standard [3], are based on image transforms,
most of the image coding standards are based on hybrid schemes
that use a combination of more than one of these techniques.
Among the possible hybrid schemes, the combination of trans-
form and predictive coding is presumably the most successful.
In fact, this combination is widely adopted in state-of-the-art
image codecs such as BPG [4], WebP [5], and JPEG-XL [6]
as well as to encode the intra frames in most video coding
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standards [7, 8, 9, 10]. The basic idea behind prediction-based
coding schemes is to predict the pixel values of a given image
block based on the previously encoded neighborhood. Then
only the residual, that is the difference between the original
and predicted blocks, is encoded. It is expected that the resid-
ual information will have a smaller dynamic range and vari-
ance compared to the original image, which can benefit the
compression algorithms.

Recently, with the rapid development of deep learning
theory, learning-based approaches have been proposed as an
alternative to traditional coding schemes. Ballé et al. [11, 12]
proposed some of the most pertinent methods in the area. In
[11], they introduce a rate-distortion control during training
and an estimation of the entropy of the encoded data to en-
hance the CNN architecture used to compress data. Although
this method achieves competing coding performance, a clear
drawback of this architecture is that it needs to be specifically
trained for each bitrate. On the other hand, Toderici et al. [13]
proposed one of the first architectures for encoding images
using autoencoders that presents a distinguishing character-
istic of being scalable and not requiring multiple training to
achieve the desired bitrate. Toderici’s architecture can control
quality and rate according to the number of iterations, mean-
ing that one decoder fits all possible qualities. Toderici’s work
was then improved by Minnen et al. [14], which extended the
model to use intra prediction before encoding.

In this paper, we improve upon Toderici’s [13, 14] pro-
posal. Similarly to the Advanced Video Coding (AVC) and
HEVC codecs, our proposed method includes a multi-mode
intra prediction, with a block-based choice of the best mode.
AI prediction modes have a very good performance on a large
number of scenarios, but on simpler patches, traditional intra
modes are better. We also propose a simple but efficient bit
allocation strategy that decides the number of iterations at the
block level instead of the whole image.

2. BACKGROUND

One of the approaches to end-to-end image compression is
based on a cascade of neural networks, specifically, a cascade
of autoencoders [13]. Each autoencoder compresses its input
and tries to reconstruct it. The residual error is propagated
through the next autoencoder. Considering E as the encoder,



D as the decoder, B a binarization function, and x the input
(raw data), an autoencoder can be represented as:

F (x) = D(B(E(x))) . (1)

This equation can be used to compose a cascade of residual
autoencoders by the following set of equations:

r0 = x (2)
Ft(rt−1) = Dt(B(Et(rt−1)))

rt = rt−1 − Ft(rt−1) ,

where Ft(rt) represents the reconstruction of the data rt at the
t-th iteration. The pair (Et, Dt) is the autoencoder for which
rt−1 is the input. The binarizer B, in this formulation, is the
same for all iteration levels.

In the first proposed model using this approach [13], each
network is composed of an encoder, which produces a latent
representation of a fixed number of bits and a decoder which
tries to reconstruct the input image from the latent. In the
same study, the use of recurrent layers is introduced and bet-
ter exploited later [15]. In another work, intra prediction was
introduced [14], where each block is predicted using a sep-
arate CNN that receives neighboring reconstructed blocks as
input and a blacked-out region that represents the block that
is currently being encoded (see Fig. 1(b)). Then the predic-
tion is subtracted from the raw block to produce the residual
information which is given as input to the autoencoder.
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Fig. 1. Example of an input given to the CNN intra prediction
modes: (a) original image, (b) input for the first CNN intra
mode, (c) input for the second CNN intra mode, (d) target.

3. PROPOSED ARCHITECTURE

In conventional image codecs, like BPG [4], intra prediction
is a very efficient technique, since it usually yields a Lapla-
cian distributed residual data that normally has lower entropy
compared to the original data [16]. In [14] a single intra pre-
diction mode, based on Machine Learning (ML) inpainting,
was introduced for the iterative autoencoder approach.

Conventional image encoders have several intra predic-
tion modes to allow for the selection of the best mode in terms
of rate-distortion. In order to build an intra prediction candi-
date, usually, the pixels at the left and top borders are extrapo-
lated to the current block in a certain direction. Several modes

are tested, and the best candidate is used at the encoder. In
the HEVC, 35 intra prediction modes are available, being one
planar mode, one DC mode, and 33 directional modes [10].

Our proposed architecture includes all 35 HEVC intra pre-
diction modes in the iterative autoencoder using recurrent lay-
ers. Moreover, two intra modes created using CNNs are intro-
duced. The first mode was developed by Minnen et al. [14],
while the second one is proposed in this paper. Hence, our
encoder has 37 possible modes to be selected for intra predic-
tion. Once the best prediction x′ is selected, the input for the
first iteration is modified to r0 = x−x′, then the autoencoder
works as described by eq. (2). This process is depicted in Fig.
2.
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Fig. 2. Block diagram of the proposed method. The residual
autoencoder can be run for multiple iterations, depending on
the reconstruction quality.

The HEVC modes can produce an accurate prediction in
several regions of the image, particularly where there is a di-
rectional texture pattern. On the other hand, the CNN modes
can generate much richer images, because of their non-linear
capabilities, including predictions of curves and more general
shapes.

3.1. CNN-based Intra Prediction
In this section, we detail the two CNN intra prediction modes
used in our codec: the first is based on the previous pro-
posal by Minnen et al. [14], and the second novel proposal
presented here. The other 35 intra prediction modes used in
our codec are a standard implementation of the HEVC intra
prediction modes and are detailed elsewhere [10].

3.1.1. Minnen’s Prediction Mode
In this mode, the CNN input is an image block of 64×64 pix-
els, with the bottom right quadrant blacked out, as depicted
in Fig. 1-(b). In the training stage, the original bottom-right
sub-image is given to the network as the target, as shown in
Fig. 1-(d). This is consistent with a raster-scan order pre-
diction, except for blocks on the first row and first column
(missing neighbor blocks are considered to have pixel values
128). The network has a 64×64 image with 3-color channels
input, we pass it through 4 convolutional layers with kernels
of size 4 × 4, and zero padding. Then, we pass it through a
depthwise convolution layer, followed by a reshaping and a
pointwise convolution layer, which is also known as separa-
ble convolution. Then again, we pass it through 3 transposed



Fig. 3. Flowchart of the proposed Bit allocation strategy. In the figure, MSE [i] is the MSE for the i-th iteration.

convolution layers, generating an output image of 32 × 32
pixels. Between each convolutional layer, we pass the filter
responses through a Rectified Linear Unit (ReLU) activation
function.

3.1.2. Proposed CNN-based intra prediction mode
A drawback of the approach described in Section 3.1.1 is that
the black pixels are part of network input. It increases the
complexity of the training procedure because the first layers
will have to learn to ignore the sudden drop of the input sig-
nal and the edge that this introduces to the input images. Fur-
thermore, there is no reason to omit the upper right diagonal
neighbor block from the input. This block would already have
been coded and may provide valuable information for the net-
work. Hence, the proposed CNN-based intra prediction mode
receives four 32×32 blocks neighboring the current block (in
this order): upper left diagonal, top, upper right diagonal and
left, as shown in Fig. 1-(c). The blocks are concatenated in an
additional dimension. Therefore, we changed the first layers
to deal with this additional dimension: the first layer is a 3D
convolutional layer with kernel 4×4×4, and the second layer
is also a 3D convolutional layer with kernel 2× 4× 4.

3.2. Proposed Residual Autoencoder
Using all the 37 possible prediction modes when encoding a
block, the encoder selects the best mode, i.e. the mode that
creates a better reconstruction in terms of Mean Squared Er-
ror (MSE). This comes at a cost of a single parameter in the
bitstream of each block signaling the chosen mode – in our
implementation, this is simply encoded with a 6-bit word.
The architecture of the residual autoencoder is detailed in Ta-
ble 1. The same network was used for our experiments with
and without intra prediction.

3.3. Bit Allocation
In the original architecture of the iterative model [13] all blocks
use the same bitrate (i.e., the same number of iterations) re-
gardless of the quality achieved for each block. In another
work, the authors presented a bit allocation technique for this
architecture [17], where each block would use a different num-
ber of iterations (i.e., different bitrate) depending on how the
quality of that block approaches a given target quality. In our
codec, the use of intra prediction makes this even more im-
portant – the prediction for some blocks is very close to the
block itself so that it is not needed to spend more bits for that
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Fig. 4. Example of Prediction and Bit Allocation: (a) Original
Image; (b) Prediction Map (the color represents which mode
was chosen per block: grey, red and green stand for HEVC
Modes, base CNN and proposed CNN, respectively); and (c)
Number of Levels (i.e., the number of iterations chosen by the
bit allocation algorithm).

block. To properly address this issue, we propose a Bit Al-
location (BA) technique that is simpler than that of [17] and,
more importantly, it is applied only during the tests – there is
no need to perform a specific training or to modify a previ-
ously trained model to use it.

The iterative encoding occurs on a block basis, at each it-
eration, the encoder evaluates a few conditions to decide whe-
ther it is worth spending more bits. As shown in Fig. 3, at each
iteration, if the achieved MSE is lower than the MSEtarget,
the encoder stops encoding and proceeds to the next block.
If the achieved MSE is higher, the encoder performs another
encoding iteration and check MSE [i+ 1] < δ ×MSE [i]. If
the MSE is not sufficiently lower, the encoder stops encod-
ing, otherwise, it proceeds to the next encoding iteration. The
encoding stops when one of these conditions is true or the
maximum number of iterations is achieved.
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Fig. 5. Average results of the Proposed Codec using (a) PSNR, (b) SSIM, and (c) MS-SSIM as metrics for the Kodak dataset.

Table 1. Architecture of the Residual Recursive Autoencoder.
All convolutional layers use zero padding, except for the one
just before the binarizer. The spatial resolution of all convolu-
tional filters is 3× 3, except for the ones just before and after
the Binarizer, which are 1 × 1. The LSTM layers use only
1 hidden layer. This architecture has a total of 32,835,360
parameters.

Layer Output Shape Strides Activation

E
nc

od
er

Input Layer 32× 32× 3 - -
Conv 16× 16× 64 2 Linear
ConvLSTM 8× 8× 256 2 Sigmoid
ConvLSTM 4× 4× 512 2 Sigmoid
ConvLSTM 2× 2× 512 2 Sigmoid
Conv 2× 2× 32 1 Tanh
Binarizer 2× 2× 32 - -

D
ec

od
er

Conv 2× 2× 512 1 Linear
ConvLSTM 2× 2× 512 1 Sigmoid
DepthToSpace 4× 4× 128 - -
ConvLSTM 4× 4× 512 1 Sigmoid
DepthToSpace 8× 8× 128 - -
ConvLSTM 8× 8× 256 2 Sigmoid
DepthToSpace 16× 16× 64 - -
ConvLSTM 16× 16× 128 2 Sigmoid
DepthToSpace 32× 32× 32 - -
Conv 32× 32× 3 1 Tanh

4. RESULTS AND DISCUSSION

The residual autoencoder was trained using the CLIC [18]
database for 300, 000 iterations. For a fair comparison, all
CNN models use the same input database and the same train-
ing hyper-parameters (batch size, learning rate, etc.). We use
as anchor the base architecture from [13], without intra pre-
diction and bit allocation. All tests were performed on the
Kodak dataset [19].

Fig. 4 illustrates the chosen modes for one test image.
We can notice that HEVC modes are chosen for most of the
patches. This is expected since it represents 35 different modes,
and directional interpolation is good enough for most parts
in a regular image. However, the CNN-based modes are se-
lected a significant amount of times, which means that the
HEVC modes are not able to generate a good enough predic-
tion in certain cases. Considering the whole test dataset, we
observe that mode selection rates are 19.2% for Minnen’s pre-
diction mode, 19.6% for the proposed CNN-based mode, and

61.2% for HEVC prediction modes. Additionally, we have
also noted that the CNN prediction modes are selected more
often at low bit rates images, and in high entropy blocks.

Peak Signal-to-Noise Ratio (PSNR), Structural Similar-
ity Index Measure (SSIM) [20], and Multi Scale SSIM (MS-
SSIM) [21] quality scores are depicted in Fig. 5. This fig-
ure shows the rate-distortion curve for Toderici’s [13], Min-
nen’s [14], the proposed Multi-Mode Prediction (MMP) ar-
chitecture, and the Multi-Mode Prediction with Bit Allocation
(MMP-BA). From these curves, we can notice that Minnen
outperforms the Toderici in SSIM and MS-SSIM, but not in
PSNR. The proposed MMP approach surpasses them all met-
rics, and the proposed MMP-BA has even better PSNR and
SSIM results.

We computed the bitrate savings as the average BD-Rate
[22] savings per image in the Kodak Dataset, using Toderici’s
baseline codec as the anchor. Using single-mode Minnen’s
prediction, the average bitrate increase was +11.7%, rang-
ing from +59% to −14%, i.e., using a single prediction actu-
ally performs worse for most images. Note that single-mode
will use intra prediction even if it decreases compression ef-
ficiency. Using MMP, the average savings was 5.9%, ranging
from +17% to −25%. Finally, using MMP-BA, the average
savings was −28.1%, ranging from +4% to −50%. Using
MMP, each patch needs 0.15s to be compressed, and 0.19s
for MMP-BA. All models occupy 5.7G on a GPU.

5. CONCLUSIONS

In this paper, we introduce the HEVC intra modes in an iter-
ative image autoencoder in order to create a multi-mode intra
prediction approach. We also include two CNN-based intra
prediction modes, one of them based on a previous proposal
and another that is an improvement upon that mode. By com-
paring the codecs with and without the proposed intra predic-
tion, we can see a consistent performance gain when using
the HEVC and the CNN-based prediction modes. We also
propose a bit allocation technique that only increases the bit-
stream if the reconstruction error is significantly reduced and
can be used with no CNN retraining. As future work, the use
of intra prediction can be applied in other architectures and
the use of attention models can be applied to bit allocation.
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